Some years back, I undertook a comprehensive review of rating scales, using available published literature from around 1990 through to 2004.  My conclusions at the time are listed below.
It should be noted that many of the samples used for the reviewed research studies comprised convenience samples of students – it may be useful to repeat some of the key experiments using samples of consumers or other populations, such as are commonly the focus of market research investigations.
· In relation to the points listed below, there will always be exceptions.
· There are rules for the definition and use of scales, but they are by no means ‘hard and fast’.  In many cases, it will remain a decision for the researcher as to which type of response scale offers the best combination of ease of implementation, ease of use, reliability, unbiasedness, and discriminatory power.
· On balance, anywhere between a 7 point and an 11 point scale (verbally anchored at each end) seems to offer the best combination of reliability, unbiasedness, and discriminatory power.  One example of an 11 point scale would run from 0 = extremely poor through to 10 = extremely good.
· There are, however, situations where a scale with as few as three points would seem to be preferable, eg. for categories/situations where the number of response categories that are meaningful to respondents is low.  [The logical extension of this argument finds itself expressed as a case for ‘yes/no’ or ‘tick the box’ questioning; eg. either an attribute is associated with an object, or it isn’t.]
· Whether or not a mid-point is used is context-dependent – in some cases, not using a mid-point may allow respondents to take the face-saving or less embarrassing option of not giving an opinion, even though they do hold an opinion.
· When a mid-point is used, however, it is useful also to indicate its location on the scale to respondents, using a verbal anchor in the case of interviewer-assisted surveys.
· In an online interviewing context, respondents can be asked to record their answer as a more or less continuous variable, e.g. by clicking on a line segment representing the continuum from the lowest to the highest point of the scale, again with the end points securely verbally anchored.  [This is an instance of the so-called slider scale.]  In this case, a smaller range could be used for the scale, eg. from 1 to 5 or from 1 to 7, since the discriminating power of the scale is higher than it would be without the “continuous clickability”.  Again, the indication of a mid-point would in most cases be useful.
· In general, descriptors of lesser strength should be used on the negative extremes of a scale (ie. in comparison with those on the positive extremes);  and, if possible, use descriptors to anchor the end points of the scale, but not the intermediate points (except for the mid-point – see above).
· Balanced scales should almost always be used, e.g. with an equal number of favourable/unfavourable responses.  Exceptions to this rule are where it is known that the majority of respondents’ opinions fall to one end of the feasible range (e.g. as might be the case with a ‘value for money’ question).
· There is evidence that leads to the suggestion that batteries of statements should comprise a mixture of negatively and positively worded items.  [A counter-argument is that whilst this may have theoretical advantages, it can prove confusing for respondents if they have to continually adjust their frames of reference.]
· The use of loaded terms in framing questions (such as ‘concern’, ‘serious’, ‘problem’) should be avoided.   Instead, a filter question could be asked first to ask if respondents think something is ‘of concern’, ‘serious’, ‘a problem’ etc. before asking ‘how much of concern?’, ‘how serious?’, ‘how big a problem?.
· ‘Don’t know’ should generally be permitted as a response.  In an online context, this can also take the form of implicit ‘permission’ to move on with the interview (perhaps after a reminder) if one or more questions have not been answered.
· The order of presentation of stimulus in paired comparison tests should, if possible, be randomised.
· An overall attitude should be assessed before assessing elements of that overall attitude.
· ‘Compared to ideal’, ‘compared to expectations’ or ‘improvement’ scales should be used in preference to ‘performance’ scales.
· In an online context, there is evidence that use of the radio button approach may encourage respondents to move quickly through a questionnaire, in some cases too quickly, such that they do not give adequate consideration to their responses.  The radio button approach also appears to generate more closely clustered sets of responses than other online scale options, i.e. there may be less discrimination with the radio button approach.
· Primacy effects (the tendency for respondents to select/nominate the first items in a list – more common with self-completion surveys) and recency effects (the tendency for respondents to select/nominate the last items in a list – more common with CATI/telephone surveys) can be mitigated or even eliminated through the use of a ‘yes/no’ approach to question formatting; i.e. respondents must give a response for every question.
· Finally, a two-stage approach to administering scales would appear better to separate the issues of strength and direction.  On the other hand, this could also result in increases in interview length and respondent annoyance.
· Several papers in the review dealt with the issue of discrimination, but only one specifically touched on the issue of lack of discrimination between objects (e.g. as in using scales to rate different brands on a range of descriptive statements).  That is, it is not infrequently observed that some respondents give a particular brand more or less the same rating across all statements, and some give all brands more or the less the same rating for a particular statement.  Either of these occurrences can give rise to high degrees of intercorrelation between ratings on statements, which makes subsequent analysis ‘challenging’.
The question arises:  is this occurring because respondents really do not perceive a difference, or is it because the scales used do not allow the full degree of discrimination that respondents would wish to apply (and, presumably, be able to apply if the scale were more ‘finely grained’)?
If the former, then removing from further analysis those respondents who do not appear to discriminate would potentially bias the conclusions obtained. 
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